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I. I NTRODUCTION
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Two core challenges arise from the continuum mechanical
nature of soft robotics. The first challenge regards efficient
simulation. In order to accurately capture the full dynamic,
deforming geometry of a soft structure, computationally expensive, detailed finite approximations typically must be employed. The second challenge regards tractable state estimation
of soft structures in the context of control. Since most control
algorithms require low-dimensional input, fast simulation is
not enough - a soft robot controller also requires a method for
extracting a low-dimensional latent representation.
In order to quickly and accurately simulate complex soft
structures, we present ChainQueen [7], a fully differentiable
soft robotics simulator based on the material point method
(MPM). MPM is a simulation method in which interacting
particles are simulated on a background grid. This background grid is used to capture environment and inter-particle
interactions such as contact, self-collision, and elastic forces.
Novel to our implementation is the derivation of analytical
gradients, allowing for efficient GPU implementation of both
forward and “backward” simulation passes. The existence of
fast, computable derivatives and differentiable contact enables
end-to-end co-optimization over the continuous control and
design parameters for user-specified tasks, e.g. locomotion.
In order to extract a meaningful latent space to be used in
control, we present a “learning-in-the-loop” algorithm which
interleaves learning of a low-dimensional latent state representation while co-optimizing the robot’s structural design
and motion. Our algorithm borrows ideas from reinforcement learning, capturing data from forward simulation and
periodically using it to update the latent state model in an
unsupervised learning step. We exploit modern deep neural
network architectures, specifically convolutional autoencoders,
to build a differentiable latent representation.
Our work builds upon relevant recent work in elastic
and differentiable simulation [1], [6], [8]–[11], [14], cooptimization [3], [5], [16], and state analysis for continuum
mechanical structures [2], [4], [13], [17].
II. M ETHOD
A. Forward Simulation and Differentiation
ChainQueen [7] uses the Moving Least Squares Material
Point Method (MLS-MPM) [6], a recent, accelerated MPM
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Fig. 1: One time step of MLS-MPM. Top arrows are for forward simulation
and bottom ones are for back propagation. A controller is embedded in the
P2G process to generate actuation given particle configurations.

algorithm. We chose this method because it is fast, highlyparallelizable (over both particles and grid cells) on the GPU,
and can efficiently handle self-collisions differentiably (a challenge of competing methods, such as finite element analysis).
The MLS-MPM simulation cycle has three steps:
1) Particle-to-grid transfer (P2G). Particles transfer mass,
momentum and stress-contributed impulse to neighboring grid nodes, using the Affine Particle-in-Cell method
[9] and moving least squares force discretization [6].
2) Grid operations. Grid momentum is normalized into
grid velocity after division by grid mass, and collisions
are handled implicitly between shared grid nodes.
3) Grid-to-particle transfer (G2P). The system is timestepped, generating updated particle velocities, velocity
field gradients, positions, and constitutive model properties (e.g. deformation gradients).
We have designed a high-performance implementation that
is physically based, fully differentiable, and 4 to 9 times
faster than the best competing art, NVIDIA FLeX. In order
to achieve end-to-end differentiability, we have anlytically
derived gradients of particle states at the end of each time step
with respect to states at the beginning of the time step. These
gradients have been parallelized in a highly efficient CUDA
kernel. The chain rule is then iteratively applied in order to
backward propagate through the simulation and yield gradients
of the final state of the full simulation with respect to its
initial state or static design parameters (e.g. spatially varying
Young’s modulus). ChainQueen currently models anisotropic
fluidic actuators, with plans to support more actuator models.
We have designed a simple high-level TensorFlow interface
on which end-users can build more complex applications. It
also allows for the seamless integration of state-of-the-art deep
learning architectures for applications in robotic sensing and
control.
B. Sensing and Control
In order to co-optimize robots over control and design, a
low-dimensional observer function must be defined and fed

Fig. 2: At each step of our simulation, the following procedure is performed.
First, the unreduced state is fed into an observer function. This observer
can either be a manually labeled robot state or an automatically learned
latent space. The observer outputs features to be processed by a parametric
controller, which converts these features to actuation signals. Finally, the
actuation is fed into ChainQueen, which performs a simulation step.
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Fig. 4: Our algorithm is robust over number of latent features and competitive with hand-picked features. Our algorithm converges slower than handpicked features for the biped and faster for the arm and elephant tasks.
Here, we only show loss curves for the first 100 iterations. Eventually, both
approaches converge to roughly similar quality solutions (not shown). Each
experiment was run at least 10 times.
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Fig. 3: Gradient-free optimization using PPO and gradient-descent based
on ChainQueen, on the 2D finger task. Thanks to the accurate gradient
information, even vanilla gradient descent beats state-of-the-art reinforcement
learning algorithms by one order of magnitude in optimization speed. (Left)
single, fixed target. (Middle) random targets. (Right) random targets, larger
range. respectively. The x-axis is simulation iterations and y-axis the loss.

into a closed-loop controller function. We present a method
for automatically learning an observer function. Our algorithm
iteratively updates design (the Young’s modulus, Poisson’s
ratio, and density of each particle) and controller parameters
during the optimization phase, and the observer function
parameters during the learning phase.
In the optimization phase parameters are optimized via
combined continuous, gradient-based optimization, using the
gradient of the final loss of an entire simulation.
In the learning phase, recorded simulation grid velocity
data is fed into a deep, convolutional autoencoder to learn a
compact latent state representation of the soft robot’s motion.
The learned, encoded latent space is then fed directly into the
controller function during the optimization phase.
Because we base our algorithm in the fully differentiable
ChainQueen and use a fully-differentiable encoder network,
we can backpropagate through an entire simulation and directly optimize a simulation loss with respect to controller
and material parameters. During the simulation process, grid
data is recorded and used in the learning phase to improve
the robot’s representation of its motion. Our full system
architecture is summarized in Figure 2.
We note three refinements that improve learning stability.
In order to avoid overfitting within a simulation, we use early
stopping and a validation set in order to halt the learning
process when validation error has stopped improving. In order
to avoid overfitting to a simulation, a large replay buffer is
used to store grid data from many past simulations, improving
generalization. Finally, in order to avoid overly large training
steps that can work against the co-optimization phase, we
employ a target network scheme similar to [12].
III. R ESULTS
Please see https://youtu.be/4IWD4iGIsB4 for video examples of various robot configurations being optimized in control

Fig. 5: Visualization of the latent space of the autoencoder for the 2D Walker
after 10 epochs of training. Each row represents a (normalized) decoded output
for a one-hot latent feature, varied from −1 to 1. As the algorithm proceeds,
the latent features become more descriptive. The left image in each box is the
robot’s x velocity, and the right image is the robot’s y velocity; red indicates
negative values, blue positive.

and design. In these examples we abstract away the state
representation learning task and use positions and velocities
of centroids of a hand-picked clustering of particles. Gradientbased optimizers successfully compute desired closed loop
controllers within only tens or hundreds of iterations. Similarly, open-loop controllers and designs can be solved in a
few tens of major iterations of sequential-quadratic programming algorithms, as in Fig. 3b. Compared with state-of-theart reinforcement learning algorithms like Proximal Policy
Optimization [15] which do not use gradients of physics,
gradient-based algorithms in ChainQueen vastly dominate on
arm and locomotion tasks; see Figure 3 for details.
As a further application, we provide a parameter estimation
example to motivate applications in system identification.
In order to evaluate our learning-in-the-loop optimization
we tested our algorithm on four model systems and compared
convergence rates of co-optimization to hand-picked features.
The tasks can be seen in https://youtu.be/P9x2Z6hnpCY video,
and the convergence rates can be seen in Figure 4.
In order to validate our hypothesis that the latent space can
be learned during optimization, we present visualizations of a
typical latent space, as learned after 10 epochs of our algorithm
(Figure 5). Over time, the autoencoder adapts to accurately
represent more and more of the explored robot state space.
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